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ABSTRACT 

In this document we present the platforms developed for the two Companions proto-

types, the Senior Companion and the Health and Fitness Companion. We introduce 

the domain and functionality of the prototypes with several example scenarios, and the 

overall platforms with different system architectures and knowledge sources. Finally, 

initial prototypes are presented with example dialogues that the systems are able to 

carry out at this point. 
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1 Introduction  

The overall purpose of Area1 is to develop a range of integration platforms to support 

technologies that allow human users to interact naturally and efficiently with their en-

vironment through an artificial Companion. The objective of WP1.1 is to develop sys-

tem architectures that will provide the basis for such a general platform. D1.1.3 pro-

vides initial platforms based on the integration of existing components within the con-

sortium and derived especially from the output of previous projects. These platforms 

will be used to implement two prototypes, the Photo Companion (ñSenior Compa-

nionò in Annex-I) and the Health and Fitness Companion (ñGofer Companionò in An-

nex-I). 

The motivation for two initial (Phase I) Companions demos was not a simple-minded 

one of DARPA-style research competition between teams because the two demos are 

responses to different demands, albeit within our general research paradigm of  ñshort 

term demos to promote progress alongside long-term experimental designò which we 

have adopted to avoid the well-known paradox of AI research: 

 that short-term ñthrow-awayò demos unnecessarily fix the design parameters and 

cannot be changed later so that they limit research achievements from the outset, 

while long-term end-of-project demonstrators low down progress by building every-

thing to a final design which is never fully exploited. 

The two Phase I demos, H&F and SC, are designed to exploit different combinations 

of architectures and modules, so that when they both function we can begin to test dif-

ferent commutations of modules. The demos have different modality combinations 

(e.g. mouse indicators on screen, written vs. speech etc.)  and different roles in the 

overall R&D scheme: for example, the SC demo is specifically designed to enable a 

greater phase of data gathering to begin, one in which a fairly limited model of re-

sponse can generate huge variety in runs of user input, so as to provide a substantially 

greater dialogue corpus towards the end of Phase I of Companions.  Again, the H&F 

demo is task-based and has a much more sophisticated cognitive model from the out-

set; the SC model is conversation-diversion-reminiscence based, with a lower task 

component, so that its cognitive model is smaller and largely focused on self-

assessment of its own performance, judged in terms of the perceived emotional state 

and mood of the user. 
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The chief research interest of the SC demo is the simple virtual machine at its core, its 

dialogue manager, which aims to provide a novel procedural model of mixed initiative 

dialogue function. It is not the aim of the project, as we noted earlier, to allow the two 

demos to compete and then eliminate one, since they fulfill quite different roles in our 

research spectrum: out next stage will almost certainly see (sets of) components from 

both demos installed in other industrially-based partner-demos. 

In the rest of this document we present the platforms developed for Companion proto-

types. Chapters 2 and 3 present the SC and the H&F prototypes, respectively, while 

Chapter 4 describes the common components used in both prototypes. 
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2 Senior Companion 

This chapter describes one of the functional platforms in the Companions project ï the 

Senior Companion.  The Senior Companion is an application engaging in personalized 

and long-term multimodal human-computer dialogue, initially by discussing personal 

photographs. This scenario is also a means for building the life narrative of a user 

through acts of reminiscing; albeit restricted to people, places, events and memories 

recorded through and triggered by a set of photos. The construction of an enjoyable 

and cohesive interaction between the user and the computer sets the scene for ad-

vanced multimodal dialogue research based on previous EU-funded dialogue research 

enhanced with the addition of a learning component aimed to improve naturalness as 

well as dialogue performance. 

2.1 Senior Companion functionality 

The functionality of  the 11-month Senior Companion demonstrator is somewhat ru-

dimentary, but shows the end-to-end implementation designed for quick functional 

advancement over the next few months. The functionality includes two main topics: 

news and photographs which are controlled through a basic vocabulary, where the 

newsreading is installed largely to show the ability of even this first stage to move the 

topic away from images.  The news feature includes the ability to start and stop read-

ing the news. If the news is restarted, the news topic is shifted.  The news is taken via 

RSS feeds from the BBC news website. The photo  session includes being able to do 

basic management of photographs as well as a dialogue about the people in the photo.  

Although in later versions of the project, we will discuss other elements of the photo-

graphs, in the 11-month demonstrator we only talk about the  people in the photo it-

self. Photo management includes the following basic dialogue  functionality:  request-

ing going to the next photo, the previous photo or the first photo.  Once the photo is 

loaded, it is processed with face recognition software to identify the people in the pho-

tograph. The recognition software, OpenCV, also provides positional information by 

identifying the face coordinates.  The SC exploits this information by making refer-

ence to the position of the people in the photograph (person on the left, right, center, 

etc.). The system asks the names of the individuals in the photos and makes simple 

comments about the number of people in the photo which includes noticing groups of 

people.  The system also comments on the change of photo when the user switches 

photos.  
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This basic system provides the dialogue components for rapid future development of 

the Senior Companion, as well as its main use as a device to generate more conversa-

tion data for machine learning research in the next project phase. The system modules 

are described below.  

2.2 Senior Companion architecture  

The Senior Companion architecture is based in a multi-agent paradigm, as previously 

used in the family of TRIPS systems [Allen, 2007]. Figure 1 shows a logical decom-

position of the architecture. The coloured elements represent the agents that comprise 

the dialogue system, the white one indicates the component that makes up the presen-

tation interface and the dashed ones represent the components that have strong depen-

dencies on both the interface and the dialogue system, and that can be part of any of 

the two. Figure 3 in section 2.3 details the realization in the current implementation; in 

this section we present the functionality of each part of the system. 

 

Figure 1: Senior Companion Logical Diagram. 

The Input Manager is responsible for routing the inputs from the interface to the ap-

propriate handlers in the dialogue system. In our current system, it routes typed text to 
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the Text Watcher, voice to the ASR component, and photo-related events to the Photo 

watcher. 

The Text Watcher listens for the presence of a new text string that comes from the In-

put Manager or the ASR component. The Image Watcher detects whenever a new 

photo event comes through the input interface and outputs the information related to 

the photo (GPS coordinates, time, number of people detected, etc) in a format amena-

ble to the dialogue manager use. 

The dialogue manager uses the dialogue history, its background knowledge and the 

information from the watchers to decide what to do at each time step. The DMôs deci-

sion of what to do at each time step may be to issue a command (perform<action>), to 

convey a dialogue act (convey<dialog-act>) or to just wait. 

The output of the DM goes into the Message Dispatcher (MD), who is responsible for 

sending it to the agent most capable of dealing with that output. In our current system 

we use the agent Application Domain Manager (ADM) to interpret commands and the 

Communication Agent to convey utterances. 

The Application Domain Manager (ADM) maps a logical specification of commands 

from the Dialogue Manager (DM) to a set of domain-specific commands. The ADM 

then sends this domain-specific action specification to the Output Interpreter (OI). 

The OI translates this domain-specific command into application-specific commands 

to be sent to the interface. 

The Communication Agent takes a convey(DialogAct) command and decides how to 

present the information. It is up to this component to decide if it will use the gesture of 

an avatar, voice, the application canvas or a combination of both to display the infor-

mation.  For instance, it could decide to present convey(inform(movies_info)) as a ta-

ble showing the cinemas and movies, if movies_info had entries for several movies, or 

it could just render it as speech if movies_info had a single entry. Again, the logical 

specification of this layer goes to the Output Interpreter(OI), who will translate this 

logical form into the actual commands understood by the interface
1
. For instance, the 

                                                 

1
 The OI usually is actually a mediating layer that stands outside the presentation in-

terface and outside the dialogue system.  
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OI might decide to render a table as HTML, vector graphics or GIF image, depending 

on the capabilities of the GUI. 

From the Communication Agent links, Natural Language Generation is just a module 

that might be used by the Communication Agent to convey the information it needs. 

This indirection is not only desirable, but necessary, as it is the Communication Agent 

that is responsible for deciding whether or not to use NLG to present the necessary 

information and also is the module that takes care of the high level issues of synchro-

nization of animation and speech output. NLG communicates with the Dialogue Man-

ager to get the dialogue history, salient entities, etc. 

The Presentation Interface is responsible for playing the sounds, loading and chang-

ing pictures and gathering user input. 

2.3 Senior Companion Interface 

The Interface for the Senior Companion (see Figure 2 : Senior Companion initial 

interface), designed at Napier University is simple, but provides what is needed for the 

initial end-to-end implementation of the Senior Companion. It includes the presenta-

tion of a single user photo accompanied by an avatar, which, in the initial prototype, is 

a 2-D representation of Nabaztag
2
.   This first interface will be extended, in coming 

months, to include dynamic presentation of photographs allowing the user to select 

multiple photos at a time from the entire collection of user photographs.  

                                                 
2
 Nabaztag is a Wi-Fi enabled rabbit, invented by Olivier Mével and Rafi Haladjian, and man-

ufactured by Violet. Nabaztag is a "smart object" comparable to those manufactured by Am-

bient Devices; it can connect to the Internet (for example to download weather forecasts, read 

its owner's email, etc). It is also fully customizable and programmable. 
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Figure 2 : Senior Companion initial interface. 

Figure 3 shows the component decomposition considering the current full system im-

plementation and the Napier Interface. Details on the implementation are provided in 

section 2.7. 

 

Figure 3: Senior Companion Logical Decomposition and Component Realization Diagram. 
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In the current system, the Communication Agent, the Application Domain Manager 

and the Output Interpreter are all realized by Napierôs Photopal 1.0 WOZ interface. 

Output from the Dialogue System is sent as a string to the interface, which uses Mi-

crosoftôs SAPI or whatever text to speech system is available. Detail on the inter-

component communication, as well as the particulars of our implementation are pro-

vided in section 2.7. 

2.4 Senior Companion ASR 

Automatic speech recognition (ASR) is provided by Loquendo in the Year 1 Senior 

Companion demonstrator. Loquendo provide acoustic models for a variety of lan-

guages and dialects, and we use the British English acoustic model in the demonstra-

tor (see Section 4.2.1). It falls to the developers to create a task-appropriate language 

model. This section describes what has been done in this respect. 

A major challenge in creating an appropriate language model for a task lies in cover-

age. If the language model covers language that is not required by the task, then that 

simply serves to provide the ASR with more "wrong answers"; more ways in which it 

can mishear the user's utterance. However, if coverage is insufficient then the ASR 

will be incapable of recognizing the user's utterance correctly; it does not know that 

such an utterance is possible. Therefore, appropriate coverage is important. 

A probabilistic language model, either in the form of a stochastic n-gram model or a 

context-free grammar annotated with probabilities from a corpus, is generally superior 

in performance to a language model that does not contain probability information. A 

probabilistic model has more information available to it to determine the most likely 

word sequence corresponding to the speaker's utterance. In order to provide useful 

probabilities, as well as appropriate coverage, a large domain-specific corpus of text 

would ideally be provided. Such a corpus is being gathered for this project, and thus 

far around 200,000 words are available. This allows us to make a start. 

An important choice in language modelling is between the two dominant approaches 

of n-gram language modelling and the context-free grammar. The characteristics of 

each approach can be outlined as follows. The n-gram language model is more per-

missive, and performance degrades gracefully as the user strays from the coverage of 

the model. The grammar-based model can perform better where the user remains 

strictly in coverage or close to coverage, even "repairing" some phrasing (that is to 
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say, small excursions from coverage will be heard as something in coverage, and 

where the meaning is the same, that can be an advantage). However, as the user strays 

further from coverage, performance degrades catastrophically. Where the user can be 

trained to use the language the system is expecting, for example, in a command-and-

control application, the grammar-based approach is often to be preferred. However, in 

a more freeform interaction, where the user expects to be allowed to express themself 

as they see fit, the n-gram approach is arguably to be preferred. For this reason, this is 

the approach taken here. 

Loquendo provide the tool to prepare an n-gram language model from a corpus. A 

small tool was developed in addition to prepare the vocabulary list that the tool ex-

pects. 

A small divergence between the coverage of the corpus and the required coverage of 

the language model emerged during development. Functionality of the demonstrator 

includes a command-and-control-style news-reading application. The language model 

was modified to cover the required language by supplementing the corpus with a body 

of artificial (hand-generated) utterances, related to reading the news, and retraining. 

2.5 Senior Companion NLU  and DM 

2.5.1 Senior Companion Semantic representation and the NLU 

The Semantic representation has been worked based on joint work with Telia and 

USFD.  The representation has two main foci ï user objects and photo objects. User 

objects have features name, age and relations.  Photo objects have features location, 

and occasion and content where content features are people. 

 

 

 

 

 

 

 

The Natural Language Understanding module for the  Month  11 Senior Companion is 

very basic ï it includes a Named Entity (NE)  Extraction module taken from the 

User Object 

Name 
Relations 
Age 

QuickTimeÊ and a
Photo - JPEG decompressor

are needed to see this picture.

Location 
Occasion 
Content 

Photo Object 
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GATE Named Entity extractor called ANNIE [Bontcheva et al., 2002]. The SC NE 

module includes a large gazetteer containing 10,000 names and more than 60 family 

relations (mother, daughter, sister, brother etc.).  

2.5.2 The Senior Companion Dialogue Manager 

In the Companions project, our initial investigation is into how the COMIC [Catizone 

et al., 2003] dialogue management architecture might be applied to the construction of 

agents capable of building a life narrative of a user by means of open-ended, mixed-

initiative dialogue, initially in a photo reminiscing application. The first step towards 

this investigation is one of creating a dialogue management architecture so that mod-

ifying, configuring and monitoring it becomes a trivial tasks. This section describes 

the vision of a multi-agent realization of the dialogue manager architecture that does 

just that.  

COMICôs dialogue manager was composed by a stack and a set of augmented finite 

state machines (or ATNs: augmented transition networks). The augmented finite-state 

machines were called Dialogue Action Forms (DAFs), and had two main distinctions 

from ordinary FSMS: they had a special wait state type that could wait for information 

from an external component before performing a transition (we could see it as just an 

ñinformation arrivedò check) and each state transition could have associated to it an 

arbitrary action, allowing for instance, a cascaded call of DAFs (they could of course 

be organized hierarchically). 

A DAF would generally embody a simple task, such as selecting a beverage type. 

DAFS were selected based on the information obtained from the user input ( informa-

tion from voice input and a pen) and system events and properties, such as being in a 

certain stage of a high level task (an example being an internal variable in the system 

that counted the number of walls already painted ï the user had to paint four walls). If 

a new DAF was selected while the current DAF was executing, the current DAF 

would be interrupted and pushed down the stack, while the new DAF would be placed 

on top of the stack and activated. When the now-current DAF had finished executing, 

it would be popped from the stack and the previous one resumed. This property gave 

the system the ability to have a memory, being able to stop a conversation and resum-

ing it later. As pointed out in [Pinto, 2008], this combination of augmented FSMs and 

Stacks, including the hierarchical component, was also applied in the game domain 

for the control of game robots [Fu & Ryan, 2003; Tozour, 2003; Yiskys, 2003], with 
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implementations targeting an event-driven system. They provided us with interesting 

insights for the software engineering of our system as we can see the inputs from the 

user and the goals from the Companion as events. 

There can be problems with this approach in a dialogue setting ï in particular a per-

ceived need to access DAFs that were equal to the one that was re-introduced without 

popping what was above them. A substantial part of the research on the COMIC mod-

el, going beyond that original project, will be to investigate ways in which the integri-

ty of the stack can be preserved while having this form of access. For the purposes of 

this first implementation, we have accessed òlower stackò material directly.  

Domain-specific heuristics outside the stack and the DAFS were used to determine 

whether the newly pushed DAF that had an equal DAF down on the stack should 

resume the old state or start from the beginning state. Domain-specific heuristics 

would also determine when we should just give up a given DAF.  

The last paragraph already gives us a hint of the viability of re-using COMICôs code. 

The code, by the very nature of the system, has a strong domain dependent compo-

nent. Also, due to the way it was implemented, we would have to make a major refac-

toring to be able to decouple the separable parts, as hard coded constants and domain-

dependent parts were implemented intertwined with the generic ones. We decided 

then, to re-implement the system, in the most general and reusable way possible.  

2.5.3 A Multi-Agent Realization of the COMIC DM for the Senior Compa-

nion 

One of the central questions in COMIC was about the DAF selection strategy. Each 

DAF was hard-coded with a set of keywords, constants, concepts and entities. An in-

dexing function scored each DAF and the system selected the one of greatest value for 

execution at any given moment.  This scoring was based mostly in how many ele-

ments of the DAF index matched the current application context. 

In this new version we decouple scoring and selection, and allow scores and selection 

strategies to be combined in different ways, allowing greater flexibility for configur-

ing the behaviour of the system and reusing its components. 

We use two main agent types: the DAF Scorer and the DAF Selector. A DAF Scorer 

is responsible for assigning a score to a DAF given some aspect of the current DM 
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state. The DAF Selector uses some of the scorers to decide which DAF to put to run at 

each time step.   

We could have different DAF Scorers, each specialized in one aspect of the DM state 

ï a keyword scorer, a concept scorer, a entity scorer, etc. The DAF selectors could 

also embody different selection strategies ï one could just sum the scores of all scor-

ers and select the highest scoring DAF, another could make a hierarchy of dimensions 

and try to select a DAF based on each lattice in turn, yet another could use a set of 

complex conditions upon the score values to decide what DAF to put on top. 

How are we to solve the issue of putting a DAF that already exists somewhere in the 

stack on top of it? The simplest and most stack-natural solution is to pop and discard 

material above the deeper DAFðmore research is needed to see if this produces ad-

verse consequences that cannot be recovered from. Another solution would be just 

copying the DAF that is on the bottom to the top ï this would hopefully preserve its 

contents and the state, and again we shall investigate in practice whether this ñpromo-

tion strategyò causes serious problems. The other straightforward solution would be to 

just start the new DAF from scratch and remove the older DAF. This could lead to 

strange conversations, where information elicited just a moment ago could be elicited 

over and over again. A fourth and more sophisticated generic solution would be to 

compare the context of the stacked DAF to the current context, and, if very similar, 

copy the older DAF, otherwise, put a new one and remove the old (or restart). The ex-

treme case of this fourth one would be to store the context of a DAF (or just its instan-

tiations) and just use the older one if the context was identical. 

Architecturally, we will use a DAF Adder to take care of the addition of a DAF and 

taking the appropriate actions. Again, this decouples the rest of the system from this 

decision and allows us to experiment with different policies. 

We are still left with the question of when to remove a DAF because it is no longer 

relevant or is unsatisfiable. The most straightforward solution is using an ageing me-

chanism, and removing a DAF if it is too old. This ageing could be based on the 

time(t) or the depth(d) of the DAF or a combination of both. If DAFs were augmented 

with preconditions and effects, like plan operators, we could also remove a DAF 

based on its perceived unsatisfiability.  This design feature will allow for easy integra-

tion of a Cognitive Model based on HTNôs which we will investigate for the next ver-

sion of the system. 
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As in the case of DAF addition, will use a DAF Remover agent to take care of the re-

moval decision, so as to be able to experiment with the different strategies easily. 

We see that by decoupling scoring, selection, addition and removal of DAFs we create 

not a single system, but a family of systems that can be easily realized by different 

compositions of compatible components. 

Another aspect of the original dialogue manager, that we are decoupling in this new 

version, is action execution.  In the original COMIC dialogue manager, actions were 

hard coded in the DAF transitions, and they could be generic java programs. DAFs 

that called other DAFS, as in hierarchical finite-state machines, did this directly, total-

ly separate from the DAF selection procedure. This sometimes lead to race conditions 

that had to be dealt with several special tests, as a sub-DAF entering the stack should 

trigger the same operations of any new DAF. Also, by executing general programs, 

DAFs could (and actually did) access directly the application services and logic, lead-

ing to a strong coupling of the dialogue management component and the underlying 

system.  

In the new system, a sub DAF is sent directly to the DAF Adder, which decides what 

to do with it. This allows us to monitor what is happening in the system and use the 

same DAF-adding solution used in the rest of the system. Also, we avoid the race 

conditions and special logic to deal with a special case, as now it is only yet another 

request for the DAF Adder. Sure, if need be, we could have two different DAF adders, 

each with a different policy, and a third to coordinate them. 

Instead of performing the action directly, a DAF will only send action requests to the 

Message Dispatcher, who will in turn decide what to do with it. At the very least we 

will have an Application Domain Manager that will deal with application specific ac-

tions and a more generic Communication Agent that will deal with utter-

ances/gestures/etc. The Communication Agent might again make requests to the Ap-

plication Domain Manager if it needs to access any application specific service.  

Decoupling action selection and action execution leads to greater reuse and portability 

ï the DM specifies what has to be done, not how, allowing us to change environments 

and action implementations while conserving the basic core. 

We already mentioned that in our system the DAFs do not directly have access to the 

system, but rather send messages with the required actions. This applies also to a test 



 

Companions Å Deliverable 1.1.3 Å Tampere Å Version 1.0 18 

of a state ï we will treat a test in a FSM state as a sensing action of a robot. This de-

couples the testing logic from the state logic and also makes natural dealing with tests 

where we need to wait for information from the user. For every action and test, we 

will proceed just as in the domains of robotics and games ï the FSM sends a message 

requesting a sensing or action and waits for the result. 

Figure 4 shows a schematic diagram of the dialogue manager. An arrow from A to B 

indicates that A listens for events from B. A simple line linking two component means 

just that they are related (the particulars of each relation where discussed in the begin-

ning of this section). 

 

Stack 

 

Figure 4: COMIC Dialogue Manager Logical Diagram. 

The Indexing Terms Broker receives input from the Natural Language Understanding, 

Text Watcher and Photo Watcher modules and produces Indexing Terms. The World 

State Broker produces the propositions used by the DAFs to make their state transi-

tions. It uses information from the application, from the message dispatcher and from 

the indexing terms broker to build the conditions of interest to the system. The DAF 

Runner(Runner in the diagram) takes the topmost element of the stack, executes it, 

and forward any messages from the DAF to the Message Dispatcher. In our imple-

mentation, The Indexing Term Broker and the DAF Runner live in separate Threads.  
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2.5.4 Building DAFS 

In the original COMIC system, DAFs were constructed by means of a GUI (Figure 5: 

DAF GUI Editor), that allowed one to specify graphically the FSM transitions and 

states, and hard code tests and actions associated with it - all were saved into a DAF 

object with its associated Test and Action objects.  

In our system, we decouple data representation and data definition. DAFs are speci-

fied and kept into an XML file, and built on the fly upon execution or application in-

itialization, depending on user settings. Editing the XML file, now that actions and 

sensors/tests are never specified directly, is straightforward and the high-level design 

of the DAF is done using the new DAF GUI editor. 

When we have a comprehensive library of sensors (corresponding to more sophisti-

cated Tests) and actions, all one will have to do will be specifying actions for a state 

óon entryô, óon updateô  and óon exitô  alongside with its transitions. 

Note that even in the beginning phases of the project, DAF building will be faster and 

easier than in COMIC, as the DAF designer will never have to worry about the inter-

nals of the application. We see that the restrictions on DAF expressivity decrease er-

rors and increase design speed.  

 

Figure 5: DAF GUI Editor . 
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2.6 Senior Companion Knowledge Base and Ontology  

The Senior Companion Knowledge Base is under development, but the basic KB  has 

been developed and includes features of people in photographs : names, dates of birth, 

and familial relations.  Figure 6: Senior Companion basic Knowledge Base contains a 

screenshot of the initial KB in Protégé. 

 

Figure 6: Senior Companion basic Knowledge Base. 

2.7 Senior Companion Implementation 

The Sheffield Dialogue System is a multi-agent system based on platform-

independent java agents. It uses Loquendoôs ASR and TTS systems (Section 4.2), Mi-

crosoftôs SAPI [Ayres and Nolan, 2006]  and Mitreôs Galaxy Communicator (GC) 

[Bayer et al., 2001]. 

The implementation diagram can be seen on Figure 7. 



 

Companions Å Deliverable 1.1.3 Å Tampere Å Version 1.0 21 

 

Figure 7: Senior Companion Implementation Diagram. 

The dialogue manager is a multi-agent re-implementation of the COMIC dialogue sys-

tem intended to allow one to easily modify, inspect and configure the systemôs beha-

vior. Its autonomous agents communicate among themselves and with the external 

world using a publish-subscribe mechanism. 

From the AMITIES project we used the GC wrapper for the ASR component; Albany 

and Sheffield had embedded Loquendoôs ASR suite v7.0 into this wrapper. One can 

notice from the figure that all input to the dialogue manager is obtained through an 

input watcher. 

We currently use two input watchers, a text watcher and an image watcher. 

The text watcher listens for the presence of a new text string that can be gotten via 

Communicatorôs ASR server or simply through Microsoftôs SAPI. The text watcher 

decouples the Dialogue Manager from the particular ASR solution, allowing the sys-

tem to run on any machine backed up by a Windows system that supports Microsoftôs 

SAPI 5.0 or later. 



 

Companions Å Deliverable 1.1.3 Å Tampere Å Version 1.0 22 

The image watcher detects whenever a new photo is put into the database, and re-

trieves the photo annotations (such as the number of people in the picture and their 

coordinates). 

The Dialogue System communicates with the visual interface and the avatar using a 

blackboard pattern, implemented with a MySQL database. The interface was built by 

Napier University and is an adaptation of the interface used to gather dialogue exam-

ples via WOZ experiments. The avatar used is the one provided by CrazyTalk. We 

connected CrazyTalksôs to Loquendoôs TTS system via Loquendoôs SAPI  wrapper ï 

in a system that has a Loquendo installation, the voice will be rendered by Loquendo, 

otherwise it will fall back to the standard Microsoft SAPI solution. 

Both the visual interface and the dialogue manager detect events issued by each other. 

They listen for specific events in the blackboard, and write commands and results into 

it. This is equivalent to the Jaspis architecture (Section 3.2.2), that also uses a black-

board pattern for its low level communication. This makes easier the future establish-

ment of interoperation standards. 

Though our system uses a Galaxy Communicator server, the full system is indepen-

dent, to the extent that we can deploy the whole system without GC. Also, we should 

point that the system is general and robust, continuing to function (though degraded) 

even without Loquendoôs sophisticated speech suite. We have provided though a GC 

wrapper for the Dialogue Manager component of our system. 

The NLU understanding module was built at the University of Sheffield and uses 

GATE and a Dialogue Act Tagger based on Sheffield/Albanyôs AMITIES system. 

 In the current implementation, the NLU module, stands between the input watcher 

and the dialogue manager (note the dashed component in Figure 6). The dialogue 

manager accepts either a sentence with associated entity and event information or a 

plain string. Without an NLU system, the Dialogue Manager relies just on the key-

words spotted to decide what to do at each time step. Again, we see an example of 

gentle degradation of our system ï this recurrent feature is due to each agent being 

autonomous ï if it can function without a certain part of the system it will continue to 

operate, even if not as well as if that part was available. 

Every time the user uploads a photo into the application, OpenCV is run over the pic-

ture and the photo information is stored in a separate XML file. Whenever a new pho-



 

Companions Å Deliverable 1.1.3 Å Tampere Å Version 1.0 23 

to becomes the focus of attention, either via a voice command or a mouse click, a pho-

to event is generated and the semantic information passed on to the dialogue system. 

We are currently refactoring our codebase to use a Persistence Layer [Marines-

cu2002], instead of using directly the MySQL database. This way we isolate the use 

of the blackboard from its particular implementation. We intend to use IBMôs UIMA 

or Tampereôs JASPIS (Section 3.2.2) persistence solutions to tackle this problem. For 

the knowledge base we will implement a Domain Model [Fowler, 2002], to abstract 

away the decisions of the implementation of the knowledge model and use a similar 

persistence layer for the saving and retrieving of data. 

2.8 M18 Prototype 

This subsection describes the 18-month Senior Companion prototype.  The system 

components of the Senior Companion described in previous subsections of this chap-

ter have not changed significantly and as such this report describes only functionality 

and components added since month 11. 

2.8.1 Senior Companion functionality for the 18-month demonstrator 

The functionality of the 18-month demonstrator builds on the 11-month demonstrator 

with the addition of the following functionality: 

¶ Includes a new interface to support the added functionality. 

¶ Contains the ability to engage in a more detailed conversation about topics 

within the photo domain 

¶ Contains a fully integrated Knowledge base for maintaining user information 

¶ Contains a fully integrated Ontology which provides domain specific relations 

(World knowledge) between fundamental domain concepts and exploited by 

the Dialogue Manager 

¶ Contains a mechanism for storing information in a triple store (Subject-

Predicate-Object) for handling unexpected user input (input that falls outside 

of the photo domain) 

¶ Contains a reasoning module for reasoning over the Knowledge Base and On-

tology 
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¶ Contains basic photo management capability allowing the user to use dialogue 

to display a set of photos. 

¶ Interacts with the user using multiple modalities ï speech and touch. 

¶ Accepts pre-annotated (XML) photos as a means for creating richer dialogues 

more quickly. 

2.8.2 Senior Companion architecture and platform 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 8: Senior Companion M18 Architecture 

The architecture of the Senior Companion has changed slightly as reflected in Figure 

8. 

2.8.3 Senior Companion Interface 

The Interface for the 18-month demonstrator has been implemented by Napier Uni-

versity is beautifully rendered and supports the added functionality listed above. Fig-

ure 9 contains a screenshot of the new interface. 
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Figure 9 : Senior Companion 18-month interface 

2.8.4 Senior Companion ASR 

The ASR module being used in the 18-month prototype is óDragon Naturally Speak-

ing
3
ô produced by Nuance.  We are trying this technology (requires a training session) 

due to poor results with the previous language-model based system provided by Lo-

quendo. We attribute the poor results to the difficulty building a language model for a 

dialogue system with the kind of open conversational style that the Senior Companion 

demands. 

Dragon naturally speaking is based on a trigram model, and is known as a discrete 

speech recognition engine and claims 99% accuracy. 

                                                 

3
 3Dragon Naturally Speaking, Nuance Corporation, www.nuance.com 

http://en.wikipedia.org/wiki/Trigram
http://en.wikipedia.org/wiki/Discrete_signal
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2.8.5 Senior Companion Natural Language Understanding and Reason-

ing 

The Natural Language Understanding module is based around a modular approach. It 

receives as input an utterance from the system, proceses it and stores it in the main 

knowledge store. Once there, new inferences are generated based upon the old data 

(previously found in the knowledge store) and the new information just inserted. 

The first module of the NLU is based around the Gate Annie system whose task is to 

split the utterance into sentences and words. Once it is fragmented, the utterance is 

syntactically and semantically analysed (mainly by using a Named entity recogniser). 

Although the main Annie system is capable of recognising a large number of semantic 

entities, for the scope of the companions project, it had to be extended by crafting spe-

cific JAPE rules. When the semantic entities have been extracted from the utterance, 

the information is stored in our main knowledge base as RDF triples. The knowledge-

base is made up of a Jena triple store built on top of a MySQL database. This combi-

nation makes the storing, retrieving and inferencing of data extremely fast. 

The next phase is the actual inferencing. In the NLU module, there are two types of 

inferences. The first is achieved by using Jena Logical Rules on top of the triple store. 

The second one is achieved by applying the Companions Family Ontology (written in 

OWL) to the triple store. Both methods generate new knowledge which is then stored 

inside the knowledge store and used by other modules, such as the Dialogue Manager. 

2.8.6 The Senior Companion Dialogue Manager 

For the 18-month demonstrator, we continued development of the dialogue manager 

by building more Dialogue Action Forms (DAFs) for the system utterance planning. 

The added DAFs increase the systemôs ability to converse in a natural way while han-

dling a more developed range of topics within the photo application of the Senior 

Companion.  The dialogue manager has also been improved to use and update the 

knowledge in the newly restructured triple store Knowledge Base. See Section 2.5 for 

a detailed description of the basic Dialogue Manager design. 
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2.8.6.1  DAFS 

For the 18-month demonstrator we developed an improved editor (DAFeditor) for 

creating and changing DAFs (Figure 10) which increase easy of use and productivity - 

essential for the on-going development of the Dialogue Manager. 

 

Figure 10: DAF GUI Editor version2 . 

2.8.7 Senior Companion Knowledge Base, Ontology and Reasoner 

The Senior Companion Knowledge Base has been expanded and redesigned. The 

knowledge base uses a triple store format.  The triple store plus the ontology and a set 

of rules allows for a reasoning engine to infer facts. 

We have extended the locations to the Ontology including a 10-most popular things to 

do each location (compiled from documents on the Web). 




